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Abstract— In practical applications of aerial swarm robotics,
the biggest obstacles are still expanding the system size
and maintaining rapid coordination. While biological flocks
seamlessly execute agile, collective maneuvers, analyzing their
underlying principles is severely limited by the temporal and
spatial constraints of traditional cameras and Global Navigation
Satellite Systems (GNSS) trackers. To bridge this gap, this
paper presents a novel, perception-driven methodology for
studying large-scale rock dove (Columba livia) swarms using
a custom stereo event-camera system deployed in the field.
By coupling this hardware with a robust multi-object event
tracking pipeline, high-frequency 3D trajectories of individual
birds are extracted with microsecond accuracy, overcoming the
challenges of extreme visual similarity and high object density.
The analysis of this unprecedented data reveals that biological
flocks coordinate through a dynamic leadership mechanism
driven by local visual perception, challenging classical consen-
sus models. Transferring these empirical findings into a simu-
lated multi-UAV system demonstrates that adopting perception-
driven dynamic leadership significantly improves swarm effi-
ciency and outperforms conventional robotic approaches. To
stimulate further research in neuromorphic field robotics, the
complete dataset, methodology, and tracking implementation
are released open-source.

Index Terms— Neuromorphic Vision in the Wild, Bio-inspired
Agile Navigation, High-Frequency Collective Perception

SUPPLEMENTARY MATERIAL

The dataset, analysis code, simulation
code and video are available online.

I. INTRODUCTION

Although agility of individual autonomous Unmanned
Aerial Vehicles (UAVs) has advanced significantly in the
recent years, coordinated groups of aerial robots are still
lagging behind their biological counterparts, such as bird
flocks capable of fast collective maneuvers in cluttered
environments without explicit communication [1]. Robotics
researchers have traditionally taken inspiration from such
biological systems, but the actual understanding of their
underlying principles is limited. In this paper, we show that
the mentioned limitations of aerial robotic swarms may be
mitigated by understanding these animal behaviors in more
depth.
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Fig. 1: Microsecond-resolution event tracking of a flock. Left: Point-cloud
representation of events generated by a single bird over 80 ms. Right:
Visualization of the corresponding event image.

To this end, we present a new methodology for studying
the collective motion of birds using a stereo event camera
(see Fig. 1). Event-based vision enables extracting informa-
tion that was previously unavailable and at a high temporal
resolution, such as 3D trajectories of individuals within a
large-scale flock or detailed visual cues that may be used
by the animals for implicit agile coordination. Utilizing this
methodology, we have captured several sequences of flocks
of Columba livia (rock dove, also referred to as the common
pigeon) during collective maneuvers at an unprecedented
scale (the largest analyzed flock has over 80 individuals)
and temporal resolution (5 µs). Our analysis of this data
shows that the birds follow a dynamic leadership flocking
rule, which challenges the classical and widely adopted
consensus-based swarming algorithms [2]–[4], and supports
the various approaches based on dynamic hierarchical reorga-
nization, such as [5]–[7]. To evaluate the application of these
insights to multi-robot systems, we compare a conventional
boids-like model, a fixed leadership approach, and a dynamic
leadership model inspired by the observed behavior. The
results demonstrate that the dynamic leadership model better
fits the trajectories of the observed birds, and also leads to
a reduction in trajectory length and duration, increasing the
swarm’s efficiency.

II. RELATED WORK

The classical consensus-based flocking models largely rely
on the seminal “boids” framework [4], which was designed
to visually imitate biological swarms, and which formulates
the problem based on inter-agent distances and assumes om-
niscient knowledge of agents’ states. We look to biological
systems not for aesthetic fidelity but for functional efficiency.
Unlike robots, birds do not possess internal distance sen-
sors or communication networks. They navigate using local
visual cues [8] and perceive aggregate density rather than
tracking discrete individuals [9]. By shifting from metric
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to perception-based salience, the loop can be significantly
tightened.

A. Hierarchical Structure of Bird Flocks

Previous studies have extensively analyzed collective be-
havior, proposing various hypotheses for hierarchical lead-
ership in small pigeon flocks [10], [11]. However, capturing
how these leadership roles dynamically shift during rapid
maneuvers in large flocks remains challenging with tradi-
tional sensors. We aim to empirically validate these transient
leadership mechanisms using our microsecond-resolution,
event-based tracking methodology to capture the fast visual
cues underlying the kinematic interaction within the swarm.

B. Data Acquisition: GNSS vs. Vision

High-precision Global Navigation Satellite Systems
(GNSS) logging devices have been instrumental in revealing
flock structures [12]–[14]. However, their physical payload
and the logistical intractability of tagging every individual
make them unscalable for large flocks. Furthermore, GNSS
data is purely metric. It records absolute positions but fails
to capture the visual cues driving collective behavior, and
low level dynamics like wing beats.

To bridge this sensory gap, computer vision approaches
are essential. For instance, multi-camera systems have been
used to reconstruct 3D trajectories of individuals within
massive starling flocks [15]. While this demonstrated the
viability of vision for capturing dense collective behavior, the
analysis primarily centered on structural correlations rather
than isolating local behavioral mechanisms.

Recently, [16] introduced “FlockSeer”, a portable system
using smartphone cameras to track birds. While it scales
well for monitoring various individuals, its reliance on RGB
sensors results in significant data redundancy, storage bottle-
necks, and limits the observable dynamics. By contrast, the
asynchronous nature of event-based sensing captures only
the necessary motion data, providing a more efficient way to
analyze the high-density interactions of large flocks, while
providing a significantly higher temporal resolution.

C. Contributions

With respect to the related works, we claim the following
contributions:

• Design of a stereo event-camera device and an auto-
mated pipeline integrating deep learning detection with
multi-view data association for reconstructing 3D trajec-
tories of individual agents within high-density flocks.

• A novel dataset of large-scale pigeon flocks with a
high temporal resolution captured in the wild using the
proposed system.

• An analysis of the captured data demonstrating that
pigeons rely on a dynamic leadership mechanism to
coordinate movement.

• A comparative analysis showing that dynamic leader-
ship, rather than classical consensus-based averaging,
is required to replicate the agility observed in natural
flocks.

Fig. 2: The proposed device for capturing bird flock data comprising two
time synchronized multi-sensor modules.

We release the recorded data, the implementation, and the
hardware documentation as open source, to support future
quantitative behavioral analysis, as we believe that gaining a
deeper understanding of the rules and interactions governing
biological flocks is crucial to advance the capabilities of
multi-robot systems.

III. SYSTEM DESIGN

To capture dynamics of pigeon flocks, a custom stereo-
scopic system was developed. The hardware architecture,
synchronization logic, and calibration procedures are detailed
in this section.

A. Hardware Architecture

The experimental setup consists of two identical multi-
sensor modules forming a stereo baseline (Fig. 2). Each
module integrates three primary components:

1) Event camera (Prophesee EVK4 HD Event Camera):
This serves as the primary sensor for behavioral anal-
ysis.

2) RGB camera (Intel RealSense D435): Included pri-
marily for system redundancy, this sensor provides
high-fidelity color context that serves as a visual base-
line.

3) Inertial Measurement Unit (IMU) (BMI270):
Rigidly attached to the event camera, this sensor pro-
vides gravity alignment and ensures a precise extrinsic
relationship.

B. Synchronization Strategy

A simple software synchronization between the two in-
dependent sensor modules is insufficient for stereo recon-
struction at the considered temporal resolution. To ensure
time alignment, a hardware-level protocol is implemented
based on a Transmitter-Receiver architecture. A microcon-
troller with an accurate clock source on the Transmitter acts
as the primary time base. It generates a hardware trigger
signal at 1 MHz that drives the local event camera and is
simultaneously propagated via a differential driver over a
Unshielded Twisted Pair (UTP) cable to the Receiver mother
board. This ensures that the internal timestamp counters of
both sensors are locked to the same reference with sub-
microsecond precision.

C. Calibration Procedure

In order to accurately reconstruct full 3D trajectories of
the birds, precise knowledge of both intrinsic and extrinsic
parameters of the stereo camera system is required.
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TABLE I: Summary of the captured data sequences.

ID Mode Sensors active Duration Num. clips
1 Mono Ev. + IMU + RGB 685 s 22
2 Mono Ev. + IMU + RGB 1318 s 20
3 Stereo Ev. + IMU (Left+Right) 754 s 22

1) Intrinsic Calibration: The standard pinhole camera
model with barrel distortion is employed for all sensors.
While the calibration procedure typically utilizes several
images of checkerboard or other pattern with known physical
dimensions, event cameras require relative motion to perceive
the pattern. To accommodate this, the checkerboard is moved
to trigger event generation, and these events are integrated
into accumulated frames. Standard corner detection is then
applied to these reconstructed images to identify the checker-
board features, enabling the identification of focal lengths
(fx, fy), principal points (cx, cy) and distortion coefficients.

2) Extrinsic Calibration: Determining the relative pose
between the two stereo modules is critical. An approach
combining physical measurement and inertial sensing is
devised:

• Orientation: The pitch and roll angles of each camera
were obtained directly from the gravity vectors mea-
sured by the IMUs onboard. The yaw is not observable
via this method accelerometers, and was measured using
a custom-built goniometric rig with 1° resolution placed
on each module and a taut line stretched between the
two modules (see Fig. 2). This approach is inspired
by [16], which also provides a theoretical analysis of
the accuracy of such calibration.

• Translation: The baseline distance was measured phys-
ically using a tape measure with centimeter resolution.

This calibration method ensures that the event-based stereo
system is not only calibrated but also aligned with the global
gravity frame, simplifying the subsequent data processing.

IV. DATA COLLECTION

The data acquisition was conducted at coordinates
49.0162144N, 14.3808119E. The experimental sessions took
place during the Autumn of 2025.

A. Flight Protocol

To maximize the duration of data with the flock within
the sensor’s field of view, we exploited the characteristic
strong site fidelity of pigeons. Two primary landing zones
frequently used by the flock were identified. To stimulate the
flock, acoustic and visual perturbations were applied at these
two sites. This disturbed the birds and resulted in a take-
off of the roof, followed by several minutes of circulating
flights. The flock engaged in a “shuttling” behavior, flying
repeatedly between the two landing zones before resting.
The sensor array was positioned at the midpoint of this
trajectory. This enabled the capture of extended sequences of
uninterrupted flight, including straight-line transit, banking
turns, and aborted landing maneuvers, which are rare in
unprovoked settings.
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Fig. 3: System architecture for dynamic leadership validation using event-
based vision.

B. Data Processing and Organization

The dataset is structured into three main sequences, orga-
nized into two validation phases based on the used sensor
modalities to evaluate both monocular event processing and
full stereoscopic reconstruction. To streamline data man-
agement and facilitate the analysis of specific behaviors,
continuous event recordings were segmented into a series
of discrete clips, as summarized in Table I. These segments
range from 4 to 45 seconds, with their duration defined
strictly by the interval in which the flock remains within the
sensors’ Field Of View (FOV). Any periods where birds were
outside the FOV or were not flying were removed to ensure
the resulting dataset contains only active flight maneuvers.

1) Phase I: Multimodal Baseline (Seq. 1 & 2): Recorded
at 09:38 and 10:33, these sequences utilize a single sensor
module with the full sensor suite: event camera, IMU, and
RGB camera. The synchronized RGB frames were used for
validation prior to stereoscopic deployment.

2) Phase II: Event-Based Stereo (Seq. 3): Recorded at
11:59, this phase represents the core experimental contri-
bution. In this sequence, the redundant RGB acquisition
was disabled due to storage and technical limitations. Ini-
tial sequences revealed a data volume difference of nearly
an order of magnitude: Sequence 1 required 15.2 GiB for
events versus 116.4 GiB for RGB data, while Sequence 2
generated 29.1 GiB versus 233.5 GiB. Beyond the extreme
storage requirements, the high bandwidth of the RGB sensors
caused connectivity issues during field deployment. Relying
exclusively on event data provided a more stable and scalable
system even for resource-constrained platforms, which is
important in field deployments.

V. 3D STEREO EVENT MATCHING

This section describes the pipeline for extraction of 3D
trajectories of individual birds from the stereo event streams
captured by the stereo device. These trajectories are then
analyzed and used to validate the dynamic leadership hypoth-
esis (as described in section VI). The whole data processing
pipeline is presented in Fig. 3.

A. Event Representation and Object Detection

Event cameras produce a stream of discrete events ek =
(xk, yk, tk, pk), where xk, yk are pixel coordinates, tk is
the timestamp and pk the polarity of the event. To leverage
the spatial feature extraction capabilities of conventional
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(a) TS representation. (b) EVF representation.

Fig. 4: Bird detections on different event representations. The green dots
indicate the calculated center of mass for both Time Surface (TS) and EVent
Frames (EVF) representations.

computer vision methods such as Convolutional Neural Net-
works (CNNs), this sparse spatiotemporal stream is projected
into a dense tensor format (i.e. an image). Two distinct
representation methods were evaluated w.r.t. the detection
accuracy.

First, the EVent Frames (EVF) representation [17] is
generated by converting events within a defined temporal
window into a 2D image through pixel-wise polarity accu-
mulation. Second, the Time Surface (TS) representation [18]
captures the recent dynamic history of the scene by applying
an exponential decay kernel to incoming events to create
a richer spatio-temporal context. Both representations are
visualized in Fig. 4.

1) Detector Performance Comparison: The
YOLOv11 [19] architecture was trained on a manually
labeled subset using a short temporal window of ∆t = 5 ms
for each label to isolate fast motion and preserve distinct
event morphology.

As presented in Table II, the TS representation yields
superior overall performance, achieving a 1.2 % improvement
in mean Average Precision (mAP)@0.5 compared to EVF.
A stability analysis of the 10 final training epochs indicates
that EVF reaches a marginally more stable steady state.
However, the TS representation was ultimately selected for
the full pipeline because maximizing detection accuracy
was prioritized over minimal variance. In the context of
this application, the improvements in correctly identifying
and localizing the targets outweigh the minor fluctuations
observed during the final training stages.

B. Multi-Object Event (MOE) Tracking Methodology

Standard tracking algorithms struggle with the specific
challenges presented by the considered datasets, such as
extreme visual similarity between individual tracked objects,
high object density, small sizes of the objects, and occlusions
and overlaps of the objects’ trajectories. To address these
limitations, a custom MOE tracking methodology is pro-
posed. The performance of this system is evaluated against
established baseline trackers to validate its effectiveness in
maintaining robust tracking in these challenging scenarios.

Let Dt = {d1
t ,d

2
t , . . . ,d

M
t } be the set of detections

provided by the YOLOv11 model from the event frame
representation at time-step t, where each detection dj

t ∈
R2 represents the centroid coordinates (x, y) of the j-th
bird. Let us denote the set of active tracks as Tt−1 =
{T 1

t−1, . . . , T
N
t−1}. The i-th track maintains a state vector

Si
t = (pi

t,v
i
t), where pi

t denotes the position and vi
t denotes

the velocity vector.

TABLE II: Performance with different event representations.

Method Prec. Recall mAP@0.5 mAP@0.5 (σ)
EVF 0.9064 0.88755 0.93521 0.0023
TS 0.9270 0.90745 0.94737 0.0044

1) Motion Prediction: Assuming a linear constant-
velocity model, before receiving new frames at time-step t,
the predicted position p̂i

t for each existing track is calculated
as p̂i

t = pi
t−1 +∆tvi

t−1, where ∆t = 5 ms.
2) Data Association and Outlier Rejection: To associate

existing tracks with new detections, we construct a cost
matrix based on the Euclidean distance between the predicted
state p̂i

t and the set of measured centroids dj
t . For a track i

and a detection j, the spatial cost Cij is defined as Cij =
∥p̂i

t − dj
t∥2.

The association problem is solved using a greedy matching
strategy subject to a spatial gating threshold θgate. A match
(i, j) is considered valid if Cij < θgate, where θgate = 8.65 px.

To further improve robustness against false positives and
erratic detections, a dynamic velocity gating mechanism is
introduced based on the collective motion of the flock. The
mean flock magnitude velocity v̄t is calculated, as

v̄t =
1

|Tt−1|

|Tt−1|∑
k=1

∥vk
t−1∥2, (1)

A detection dj
t associated with track i is rejected as an outlier

if the condition

∥dj
t − pi

t−1∥2 > λ · v̄t + ϵ (2)

is met, where λ is a scaling factor and ϵ is a minimum
velocity margin to account for stationary or slow-moving
states. This constraint ensures that individual track updates
remain consistent with the global dynamics of the group.

3) State Update and Smoothing: Upon a successful as-
sociation between track i and detection j∗, the position is
updated using the measurement, while the velocity is updated
using an exponential moving average to mitigate detection
noise. The instantaneous velocity ṽi

t is derived from the
displacement ṽi

t = dj∗

t −pi
t−1. The smoothed velocity state

is updated as

vi
t = α · ṽi

t + (1− α) · vi
t−1, (3)

where α ∈ [0, 1] is the smoothing factor (α = 0.1). The
position is updated to the measurement to prevent drift pi

t =

dj∗

t .
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Fig. 5: Experimental evaluation of different tracking systems. Left: A
qualitative comparison on Seq. 3, clip 6. Right: SR (%) across 10 scenarios.
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Fig. 6: Velocity signature correlation over time for a single bird.

4) Occlusion Handling (Coasting): In cases of missed
detections or occlusions where track i is not associated with
any detection, the system enters a “coasting” phase. The
state is updated based purely on the motion model. This
mechanism ensures the continuity of the trajectory through
transient sensory gaps, maintaining the temporal consistency
of the track until a new observation is associated. Tracks
are terminated if they remain unassociated for Kmax = 3
consecutive frames or if they exit the FOV.

5) Evaluation Metrics: To evaluate performance, the
MOE tracker is compared to several state-of-the-art tracking
algorithms CSRT [20], KCF [21], and NanoTracker [22]
using the Sucess Rate (SR) metric. To create a reliable
baseline for comparison, reference trajectories of the birds
were manually annotated. For a sequence of N frames, SR
is calculated for a single track as

SR =
1

N

N∑
t=1

⊮(Et < γ)× 100%, (4)

where ⊮(·) is the indicator function, Et is the location error
of the track w.r.t. the manual annotation at timestep t, and γ
is a threshold that we chose as γ = 50 px.

Initial evaluations were conducted using Seq. 3, Clip 6,
focusing on the trajectories of 2 specific birds within a
larger flock of 20. In the right camera where the birds
initiate flight in close proximity, NanoTracker erroneously
merges the trajectories, and the other trackers fail (see Fig. 5-
left). The MOE system successfully navigates these complex
maneuvers, showing its reliability for this tracking task.

To further validate the robustness of these methods, they
were stress-tested across 10 different simulated benchmark-
ing trajectories that mimic extreme conditions, complement-
ing the evaluations conducted on real-world data (see Fig 5-
right, and the attached video). These results validate the
MOE system as the superior tracking solution, demonstrating
its consistent ability to maintain accurate tracking under
demanding dynamics in both real-world and simulated envi-
ronments, where baseline algorithms struggle and fail.

C. Stereo Matching and 3D Trajectories

To reconstruct full 3D trajectories of individuals in the
flock from asynchronous event streams, a custom stereo-
matching pipeline is implemented. Initial attempts utilized
DDES [23], one of the first established methods for event-
based stereo. While functional in standard scenarios, DDES

proved insufficient for this experiment due to the high
density of the flock and the rapid, overlapping movements of
multiple agents, which created significant association ambi-
guities. Consequently, we developed a specialized approach
that transitions from 2D pixel-space tracks in the left and
right image to metric 3D coordinates using a multi-feature
association cost and linear triangulation.

1) Image Rectification and Feature Extraction: Given
the intrinsic and the extrinsic parameters obtained using
the calibration procedure described in section III-C.2, the
rectification transform and projection matrix are computed
for each camera. Each track centroid (x, y) is transformed
into the rectified space (x′, y′) such that the epipolar lines are
horizontally aligned in both images, satisfying the constraint
y′L ≈ y′R, i.e. the y-coordinate of an object is almost
equivalent in the left and right images. A Savitzky-Golay
filter [24] with window length n = 21 is applied to the
rectified coordinates to produce smoothed trajectories and
instantaneous velocity vectors (vx, vy). This suppresses de-
tection noise and provides a smooth signal for correlation
analysis.

2) Multi-Feature Association: The correspondence prob-
lem is formulated as a global optimization task. For every
pair of tracked trajectories from the left and right cameras
that share a minimal temporal overlap, a cost function Ctotal
is defined based on three physical constraints:

Ctotal = wy · Ēy + wm · (1− ρv) + ws · (1− ρy), (5)

where Ēy is the mean vertical epipolar error, ρv and ρy
represent correlation coefficients of the vertical velocities and
trajectory shapes, and wy , wm, ws are weight parameters.

The high temporal resolution of the event cameras is
critical here, as it captures oscillations of the vertical velocity
caused by wing-beat cycles with extreme precision. This
temporal fidelity ensures that the motion profiles of the
same individual are highly synchronized in the left and
right images (Ctotal = 0.9843), as shown in Fig. 6. Solving
the assignment problem using the Hungarian algorithm [25]
finds the optimal set of matches by leveraging these unique
biological motion signatures to resolve ambiguities even in
dense flocks.

To select the weights wy , wm, ws, a ground truth dataset
was established by manually matching trajectories across the
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Fig. 7: Example reconstructed 3D trajectories of birds within the real-world
flock (Seq. 3, Clip 6).
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stereo views based on visual inspection. Using two specific
recording clips (Seq. 3, clip 6, and 11), the weight parame-
ters were then manually tuned to maximize the assignment
accuracy against this baseline. This empirical optimization
yielded the final values of wy = 2, wm = 40, and ws = 20.

3) Triangulation: For each matched pair of rectified cen-
troids x′

L and x′
R at timestep t, the 3D position is calculated

via linear triangulation. We solve the overdetermined system
of equations Ax = 0 for x, where the matrix A is
constructed from the left and right projection matrices PL,
PR as

A =

 x′
Lp3⊺

L −p1⊺
L

y′
Lp3⊺

L −p2⊺
L

x′
Rp3⊺

R −p1⊺
R

y′
Rp3⊺

R −p2⊺
R

 , (6)

where pn
i denotes the n-th column of the projection matrix

i. The resulting 4D homogeneous vector x is normalized to
yield the metric coordinates (X,Y, Z) in the reference cam-
era frame. This pipeline enables the resolution of complex,
intertwining flight paths within high-density flocks, as shown
in the 3D reconstruction in Fig. 7.

VI. DYNAMIC LEADERSHIP

To validate the hypothesis that navigational authority in the
flock is dynamic and spreads sequentially from bird to bird
rather than resulting from a simultaneous, flock consensus,
the temporal structure of collective turning maneuvers is
analyzed.

A. Dimensionality Reduction and Heading Extraction

Observation of the recorded trajectories reveals that flight
maneuvers are mostly spatially confined to a local plane
specific to the concrete maneuver. This planar assumption is
directly supported by previous studies on large-scale starling
flocks, which also demonstrated that collective turns predom-
inantly occur within a localized 2D plane [15]. Consequently,
Singular Value Decomposition (SVD) was applied to the
obtained 3D trajectories to project the motion onto a plane
defined by the first two singular vectors u, and v. Within
this local plane, the instantaneous heading for the i-th agent
is computed as ψi(t) = arctan 2(v̇i, u̇i), where u̇i and v̇i
are the agent’s velocity components in the plane.

B. Temporal Hierarchy Detection

To identify the Turn Initiator (TI) and Turn Terminator
(TT) individuals, we define a distinct behavioral event: the
onset of a turn. A threshold θturn = 10° is established to
distinguish intentional directional changes from sensor noise
or minor stabilization adjustments. During a given maneuver,
the turn initiation time tiinit for bird i is identified as the
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Fig. 8: Qualitative analysis of the collective decision-making process during
a turn from Seq. 3, clip 006. (a) Temporal cascade of turn initiation and
completion times. Pigeons IDs are extracted from the stereo pipeline and
ordered chronologically to illustrate that individuals react sequentially to
the maneuver. (b) Visualization of flight paths projected onto the principal
motion plane, illustrating the spatial propagation of navigational authority.

earliest frame in which its heading deviates from the group’s
mean heading ψ̄ref by more than the defined threshold θturn:

tiinit = min{t | |ψi(t)− ψ̄ref| > θturn}. (7)

The turn termination time is identified in a similar fashion
but in reverse time. By sorting the set of initiation times
T = {t1init, . . . , t

N
init} (and similarly for the termination times),

the temporal hierarchy of the flock for that specific instance
is reconstructed.

C. Results: Asynchronous Propagation

Results of the data analysis are summarized in Fig. 8 and
in Table III. The turn initiation sequences reveal a clear,
staggered cascade of reaction times rather than a clustered
or simultaneous response (see Fig. 8 (a)). The data indicates
that the bird identified as the topological leader (i.e. the
Turn Initiator) initiates the maneuver, while the remaining
flock members follow with a propagation delay. This strictly
sequential reaction confirms that the flock operates on a
perception-driven basis as the individuals do not respond

TABLE III: Evaluation of dynamic leadership during collective turns in real-world bird flocks.

Clip ID Turn (θ) ID TI ID TT ∆treact (ms) Plane Error (m) fwing (Hz) Distance (m) Num. IDs ttotal (s)
Seq3-6 113.70◦ 005 002 164 1.188 4.32 103.179 20 7.12
Seq3-11 −136.37◦ 001 007 138 1.486 4.59 166.146 2 5.61
Seq3-15 −44.28◦ 073 316 145 0.681 4.70 67.117 88 4.61
Seq3-21 −78.82◦ 001 035 496 1.781 4.22 66.160 53 6.38
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TABLE IV: Comparison of different control modes in simulations.

Clip Method Path error Duration Dispersion
ID ēpos (m) ttraj (s) d̄coh (m)

Leaderless Consensus 20.31 3.04 14.37
6 Fixed Leader 14.42 2.16 15.14

Dynamic Leader 12.83 2.10 15.47
Leaderless Consensus 5.98 3.60 3.30

11 Fixed Leader 4.31 2.50 3.06
Dynamic Leader 4.72 2.54 2.10
Leaderless Consensus 59.68 3.98 47.10

15 Fixed Leader 60.04 2.48 47.17
Dynamic Leader 58.84 2.48 47.16
Leaderless Consensus 43.99 4.38 42.24

21 Fixed Leader 39.37 2.70 43.68
Dynamic Leader 38.86 2.64 43.67

Values are averages over whole trajectory. Best result marked bold where applicable.

to a global metric average. Instead, they react to localized
visual cues of their immediate predecessors, such as optical
expansion or orientation shifts.

The high temporal resolution of the event cameras allows
for the quantification of such micro-delays in the bird mo-
tion, providing empirical evidence that directional decisions
are seized by specific individuals and propagated through
the flock. A critical finding enabled by the high temporal
resolution is the dissociation between maneuver initiation
and termination. While specific individuals trigger direc-
tional changes, they do not necessarily maintain navigational
authority for the duration of the maneuver.

The maneuver’s magnitude is captured by the total turn
angle (θ), with the flock’s flatness measured via the median
distance to the fitted 2D plane, and the overall movement
scale by the median 3D traveled distance. The bird-to-bird re-
action delay (∆treact) represents the average propagation time
following the TI. We analyzed clips with varying group sizes
(up to 88 individuals), confirming that this dynamic lead-
ership strategy and its reaction patterns are scale-invariant.
Additionally, the event cameras’ high temporal resolution
uniquely captured subtle biomechanical shifts, such as the
flapping frequencies (fwing) calculated from the fluctuations
observed in the y-axis velocities, as shown in Fig. 6.

D. UAV Simulation

To evaluate the practical application of the observed bio-
logical principles in aerial swarm robotics, a comparative
simulated experiment was designed. We used fixed-wing
UAV platforms for dynamical resemblance to birds and their
common non-holonomic constraints. The experimental setup
evaluates the efficiency and spatial accuracy across three
distinct navigation paradigms: a representative consensus-
based “boids” model, a common fixed leadership model,
and the proposed dynamic leadership model inspired by
our analysis of biological flocks. The simulation framework
restricts FOV of the agents according to their biological
counterparts to 316.4° [26].

Each agent of the Leaderless Consensus model applies its
velocity command according to the following implementa-

tion of Reynolds’ rules [4]:

vi,des = wrepvrep + walignvalign + wcohvcoh + wtgtvtgt =

=


1

|Nrep|
∑

j∈Nrep(rrep−∥pji∥2)
p
⊺
ji

∥pji∥
1

|N|+1 (vi+
∑

j∈N vj)
⊺

1
|N|

∑
j∈N p⊺

ji

(ptgt−pi)
⊺

∥ptgt−pi∥


⊺ 

wrep

walign

wcoh

wtgt

 .
(8)

The repulsion (vrep), alignment (valign), and cohesion (vcoh)
velocities are computed relative to neighboring agents based
on the metric neighborhood N and the repulsion neighbor-
hood Nrep. Both neighborhoods, N and Nrep, contain all
agents within specified radii, rint and rrep respectively, that
at the same time fall within the agent’s FOV. The additional
term vtgt directs the agent toward the global target waypoint,
while the parameters w(·) dictate the relative influence of
each behavioral component. Relative position of agent j with
respect to agent i is denoted by pji.

Under the Fixed Leader model, a single designated leader
steers exclusively toward the global target, with its desired
velocity defined as vldr,des = wtgtvtgt. The remaining agents
act strictly as followers, substituting global target navigation
and general cohesion with a direct spatial attraction to
the leader. Similarly alignment with respect to neighbors’
velocities is replaced by aligning to the leader’s velocity only.
To maintain a collision-free flight, the leader-based model
adopts the repulsion term from eq. (8) resulting in control
law:

vfollow
i,des = wrepvrep + walignvldr + wldr

pldr − pi

∥pldr − pi∥
. (9)

The Dynamic Leader model uses the same set of rules as
the Fixed Leader but continuously elects the agent closest to
the reference position as the new leader. To prevent erratic
switching a hysteresis threshold of 2 m is utilized.

The number of agents, their initial positions, velocities,
and the target waypoints are extracted directly from the
empirical data (Seq. 3, clips 6, 11, 15, and 21). Specifically,
the sequence of target waypoints is obtained as the trajectory
of the center of mass of the biological flock throughout its
flight.

In order to evaluate the performance of these methods
without introducing tuning-related bias, the controllers were
optimized using the CMA-ES algorithm [27]. The optimiza-
tion process tuned the maximum speed that limits control
action of each agent, the repulsion radius, the interaction
radius, and the weights of the velocity components w(·). The
algorithm minimized a fitness function that enforces realistic
and safe behavior, defined as

J = λ1ēpos + λ2ā+ λ3d̄coh + λ4ttraj + pcoll, (10)

where epos represents the average distance from the agents’
mean position to the mean path of the biological flock, ā is
the average acceleration magnitude, d̄coh is the mean spatial
dispersion (cohesion cost) of the agents relative to their
center of mass, ttraj is the duration to reach the final goal,
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and pcoll penalizes breaching the minimum safety distance.
The coefficients λ1 = 15, λ2 = 5, λ3 = 2, and λ4 =
0.1 are empirically set to prioritize tracking and trajectory
smoothness while maintaining group compactness and time
efficiency. The collision term pcoll = 1000 acts as a severe
absolute penalty.

The results in Table IV demonstrate the distinct advan-
tages of the hierarchical models. The classical consensus-
based model struggled to replicate the observed biological
behavior (as evidenced by the high path tracking errors ēpos)
and resulted in the longest trajectory durations. Between
the hierarchical approaches, the dynamic leadership model
proved the most robust, resulting in fast completion times
and consistently the lowest path errors. This indicates that
dynamically transferring leadership provides the most ef-
ficient and biologically accurate representation of complex
flock navigation.

VII. CONCLUSION

This work advances the foundations of swarm robotics by
investigating the interaction mechanisms underlying the col-
lective behavior of biological flocks. We introduced a stereo
event-camera system capable of capturing data at an excep-
tionally high temporal resolution, together with an automated
pipeline for reconstructing individual 3D trajectories within
large-scale, densely packed flocks. The resulting dataset of
rock doves (Columba livia) provides actuation-level detail,
enabling quantitative behavioral analysis at an unprecedented
temporal fidelity. Analysis of the spatio-temporal character-
istics of multiple flock maneuvers supports the hypothesis of
dynamically evolving navigation authority within the group.
Building on this insight, we implemented a dynamic lead-
ership strategy in a multi-robot simulation framework. The
proposed approach demonstrated improved time-efficiency
and trajectory tracking performance in coordinated turning
maneuvers compared to static leader-based and consensus-
based control strategies. The observed performance gains in
multi-UAV systems highlight the practical value of biologi-
cally grounded interaction models. The presented dataset and
methodology open new opportunities for further investigation
of collective behavior and its transfer to robotic swarm
systems.
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[10] M. Nagy, Z. Ákos, D. Biro, and T. Vicsek, “Hierarchical group
dynamics in pigeon flocks,” Nature, vol. 464, no. 7290, pp. 890–893,
Apr. 2010.

[11] Z. Chen, H.-T. Zhang, X. Chen, D. Chen, and T. Zhou, “Two-
level leader-follower organization in pigeon flocks,” EPL (Europhysics
Letters), vol. 112, no. 2, p. 20008, Oct. 2015.

[12] M. Nagy, G. Vásárhelyi, B. Pettit, I. Roberts-Mariani, T. Vicsek, and
D. Biro, “Context-dependent hierarchies in pigeons,” Proceedings of
the National Academy of Sciences, vol. 110, no. 32, pp. 13 049–13 054,
Aug. 2013.

[13] M. Yomosa, T. Mizuguchi, G. Vásárhelyi, and M. Nagy, “Coordinated
Behaviour in Pigeon Flocks,” PLOS ONE, vol. 10, no. 10, p. e0140558,
Oct. 2015.

[14] L. Xie and X. Zhang, “Dynamic Leadership Mechanism in Homing
Pigeon Flocks,” Biomimetics, vol. 9, no. 2, p. 88, Feb. 2024.

[15] A. Attanasi, A. Cavagna, L. Del Castello, I. Giardina, T. S. Grigera,
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